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Abstract

Aspect-based sentiment analysis requires jointly extracting aspect terms from reviews and determin-
ing their corresponding polarities. Traditional task-specific models often need to be redesigned for
structures and labels in resource-constrained settings. We formulate aspect-sentiment extraction
on the SemEval-2014 Restaurant dataset as strict JSON-array generation and conduct Prompt-only,
4-bit QLoRA, and dual-prompt-view consistency-constrained Co-LoRA experiments based on local
Qwen2.5-7B-Instruct. All results are evaluated on the full 800-item Restaurant test set using aspect-
sentiment tuple micro-F1, JSON validity, and Exact Match. The experiment shows that the schema
Prompt-only micro-F1is 0.4815, while QLoRA-500, QLoRA-1000, and QLoRA-full achieve 0.6126,
0.6529, and 0.7334, respectively. QLoRA-full improves the best Prompt-only baseline by 0.2519 and
raises Exact Match from 0.3038 to 0.6913. It completes one training epoch in 831.9 s with a peak GPU
memory usage of 7.91 GB. The exploratory Co-LoRA-1000 setting attains relatively high multi-prompt
prediction consistency, but its schema micro-F1 of 0.5657 does not exceed conventional QLoRA. These
results show that QLoRA can effectively adapt structured ABSA under modestresource budgets,
whereas prompt-consistency constraints require validation with more comprehensive controls and
multi-domain experiments.
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75 TH A5 B4 BT (ABS A) [HI [ 44 B2 3 A2 98, A% H A2 AP Al S5 J T ) 5 1 Uiy JEC A SRl 4
SemEval-2014 SHiZAT 4532 T Restaurant 55 Laptop S5AniEvFINIZ 5[ 1], UT4FK, R ABSA 45410
WA SR A B bR, WD T RES B SRR 2]. St ER, UL TE S B RS 3L
AAE L TR EREARB D FEARAT S5 (3], AEAE 8 25 K Ak i o AN ATEbs 2530 5 BT A AR e

R FEZRIFM T, BEEESMIA 7B BB AR S . LoRA B &b al Il 425
[4], QLoRA HE— P DL 4-bit )i HE FIME R BC 253 PR A7 7 FH[S]e AR SO TRE o] 52 30 AR BE Wt 98 A
Qwen2.5-7B-Instruct 1] QLoRA i&Eit: LA™ JSON #3110, LWBAFVIGFE AR, FHHhFRIEE R
LB — B LR IR R .

AR TS : 1) 45— Hi ] Restaurant ABSA ] JSON 4= i QLoRA JfifE, FHAE full800 ik
e BRI S—48h5; 2) JRARUIZREEA T 5004 1000 7R 22 4 5 3041 I AOPERE 5 BEURAEAL: 3) ISR Co-
LoRA WP &5 R H 2 Hm il B A s i — 2, HEAES F1REIE M QLoRA.

2. xIE

ABSA WL [ TAESS B AR L T kil 5 A G e A e — A2 il U A B 422 - BERT Jm Il 25
PRI RIS ABSA B R IO RCR (6] I 25w BERT FEAY t 1] -1 & A7 T 515 B 7] R
AEXIL LA ABSA TAESFAM NG — ISR BISCART, 8 H ARSI AREIE X[2], JFEIRTEIR
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MR REIH AT FTE8]. K TATS kSR R G WL SCHR[9]

SR RO 7T, LoRA 155 T SR AU ) [ i 27 SR AR 8 [4]; QLoRA LA NF4. XU & b5
Wit S 35 A B A KB AR BB 1) R A7 75 3R [5]. Qwen2.5 R BRI 178 35 2 KT g SR 10], AL
SEIGHRAL T FEA . ASCH Co-LoRA LS 2 — FPE IE WAk J5 ¢ : R-Drop i X a) KL 29 $AN A B AL 7155 254
e B — U110 ARZAATET, ARSOK—FCHE 20300 T [7—FEAR I direct 5 schema BFH &R,
FAUAEZ % token £ B iT5.

3. A&
3.1. SHERES

AR BVEPL AT x TR ES y Ak A28 7 51108 JSON #2H, #ilii[ {"aspect":"food", "sen-
timent":"positive"} . [# B4 & R 7€ A positivenegative I neutral; J¢ 77 [ 1] FEAFr H 25 $02H . VI ZRF prompt
RS BN—100, BB o v RS 5 B AE XN .

3.2. QLoRA 3

PR A Qwen2.5-7B-Instruct, JI#A 4-bit NF4, 15K N bfloatl6, F£{#H double quant.
LoRA &L #FC & v r = 8. alpha = 16+ dropout = 0.05, A q _proj 1 v_proj. JIZ:KH batch size = 1.
FAREE B 8. I KFFAIKE 768, 235 2e—4. Il 1 epoch.

3.3. WRFME—BMHRE

Xt [A] — I ZrkE A direct 55 schema P> prompt, FEHHETE MR gold JSON. itk H Fx A
P B~ 349758 SO 53R KL T2 ;KL {XAE answer token 1 B 3—4b it 5 . A H lambda cons =
0.05. BT TAT I AN RTS8 H 38 T 1% 0 A e 3 B4R, AV Rl b R 887 FI 17772

4. LIRS
4.1. BB 5IEHR

i SemEval-2014 Restaurant (4%, JIZR4E 3041 4%, MREE 800 45[1]. M4 I 5 gold f¥)(aspect,
sentiment) . JC41 1% micro Precision. Recall fl F1; [H4iit JSON 45 %% 1 Exact Match. BT #EH %
FH S0 D RIS R RFE), e KAE R token $A 256, Prompt-only f# ] direct. schema. expert —Fhitir, Hr
schema NI FEL .

4.2. FRIFEE

SEIRTE 15K NVIDIA GeForce RTX 4090 (24 GB) B 58 fl. FEAIEAL . IIZREE . 0 SRR VPA% R AS
Pfd AR AR . AMBEL gold B dE AIVEAE 42, QLoRA-full 4=l ZRIE(E B A7~ 7.91 GB, %D
BEOERREE Y GPU Ligtr. ISGREWE 1.

Table 1. Training configuration

#=1. NEEE

i H i
Fnhp R Qwen2.5-7B-Instruct (A }h)
=1k 4-bit NF4; bfloat16 compute; double quant
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£
LoRA r = 8; alpha = 16; dropout = 0.05; q_proj/v_proj
itk AdamW; learning rate = 2e—4; 1 epoch
Ak batch size = 1; gradient accumulation = 8
o5 A R max_seq_length = 768; max_new_tokens = 256; temperature = 0

5. BREH
5.1. QLoRA E4&R

# 2 IR, schema Prompt-only 7E=Fi&HifE, (HIEIEET QLoRA. QLoORA-1000 AHX}
schema Prompt-only ] F1 #27} 0.1714, QLoRA-full #£7t 0.2519; [AI EM M 0.3038 &7} % 0.6913. AN[F]
J7E Micro-F1 XFLU LI 1. BB WIZREEARE I, P 5 R (REFECTHT, RIAIALS 2] T JSON A%,
W28 1 777 TH] V] R JOGT FR) BB e

Table 2. Main results on restaurant full800
% 2. Restaurant full800 E 4R

WIRES YIZRFEA P R Micro-F1 JSON EM
Prompt-only direct 0 0.3920 0.5685 0.4640 1.0000 0.2875
Prompt-only schema 0 0.4295 0.5479 0.4815 1.0000 0.3038
Prompt-only expert 0 0.3949 0.5318 0.4533 1.0000 0.2875
QLoRA-500 500 0.6137 0.6115 0.6126 1.0000 0.4313
QLoRA-1000 1000 0.6419 0.6643 0.6529 1.0000 0.5188
QLoRA-full 3041 0.7456 0.7216 0.7334 1.0000 0.6913

Restaurant full800: structured ABSA performance
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Figure 1. Micro-F1 comparison on Restaurant full800
[&] 1. Restaurant full800 B9 Micro-F1 ¥tk
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5.2. BFESRESH

% 3 R, QLoRA-full 7£ 831.9 s WIEMHAF YL, WBHBARET 8 GB. ®RESIIINE 4: 5
Prompt-only schema #HEt, QLoRA-1000 ()77 [ %)t FHi AR Be i /b s (R J7 s REs A 3, $&R
— BN 0] 5] N R 5 BN MR A SR

5.3. Co-LoRA &

Co-LoRA-1000 ] direct/schema/expert —Fh#EHLZE R A, schema F1 24 0.5657, Zin4ER5—8E
ik W3% 5. 3 direct-vs-schema exact agreement A 0.8925, P14 pairwise Jaccard 24 0.8351, ij B
WG B 22 $ o T B A5 5 v B4 B2 L AR 1T, e schema F1(0.5657) 1 T QLoRA-1000 ] 0.6529 Fil QLoRA-
full 1) 0.7334. AL, ASCAKE Co-LoRA fEUTERE 5K,  MACK KA N FFIRIEFIASE PEIE M T ). R
3R1% QLoRA-full [ = FE/R —EPEL HAT, AREWT S Co-LoRA FHLL QLoRA-full #&H 7 FaeE k.

Table 3. QLoRA resource consumption

5% 3. QLoRA &iEiHFE

T VY= ZN VERSES) VA RA7(GB) URGELES
QLORA-500 500 135.0 7.80 0.1245
QLoRA-1000 1000 270.8 7.80 0.0707
QLOoRA-full 3041 831.9 7.91 0.0532

Table 4. Error statistics of Prompt-only schema and QLoRA-1000
3% 4. Prompt-only schema 5 QLoRA-1000 iRZE%1T

Rz Prompt-only QLoRA-1000 A1k,
J5 THE R 141 187 -46
J7 £ 485 236 249
b N 286 106 180
15 AR 78 82 —4
i VG ic 2R 557 385 172

Table 5. Multi-prompt results and consistency of Co-LoRA-1000
F 5. Co-LoRA-1000 I ZIRREERE—H 1%

i H ELES
schema P/R/F1 0.7875/0.4414/0.5657
schema JSON/EM 1.0000/0.4888

direct vs. schema exact agreement 0.8925
direct vs. expert exact agreement 0.8025
schema vs. expert exact agreement 0.7713
all three exact agreements 0.7413
average pairwise Jaccard 0.8351
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6. WIS ERM

ALEER RN, 7 Restaurant I E #, QLoRA = BNMHE & LMK B A7 LB A E 45 #1k ABSA
. THEEE. B, A TSR % Restaurant, Laptop IFLA AL KBS Restaurant [7] %5 )7 &
IEFESE, ORI TR £, rARENCST BRI, Mk DI ZmeEia, =, K
5594 ABSA SOTA 1E58 4 — SN TIAC B 26 1 MR M L 550U, Co-LoRA AR E P45 1R 75 1t
QLoRA-full 2 #7mxf M. BRI, A G e Ay n] 2 B0 BT 08 52 FRSL 30T 78, T AS 22 B RROBT 1) S5 £
ABSA MRt

7. &hig

ASCSP IR T ) Restaurant ABSA ) JSON A= itz QLoRA ¥ifE. QLoRA-full 7E full800 _FHY
% 0.7334 micro-F1 1 0.6913 EM, 7T Prompt-only schema, JF{fFF 7.91 GB WAl i 7£ . Co-LoRA HIHIE
TG R TR SRR TN E A, (HARRET FAES Fl. JE226 78 QLoRA-full ] prompt —H 4 J
2. ZBENLR P Laptop Wi 5EEIRIRUE, DUl — EOMEZ0 1) a2t .
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