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Abstract

From traditional text classification to text classification based on deep learning, With the proposal
of BERT model, it and its variants gradually become the mainstream model in natural language
processing, but it needs to occupy and spend a lot of memory and computer resources. According
to the dissimilarity of teacher-student network structure, it is dividing the two cases into isomor-
phic and heterogeneous teacher-student network, and proposes two different multi-teacher dis-
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tillation strategies. The experiment on the THUCNews dataset shows that even if there are teach-
ers with poor performance, the classification effect of the student model can be improved by
3.26% and 3.30% respectively, and the performance loss is 0.79% and 0.78% respectively, indi-
cating that the classification effect of the teacher model is close to that of the teacher model. At the
same time, the number of participants is only 2.05% and 2.08% of the teacher model, which
achieves a good model compression.
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1. 5|8

AR, BEEMZMPERRE, £+ 7T RANREFKFER AT AERSS 7. AMITE
o ML HICREREE S, ARTAE TR R RS R, M2 ERSCR T ERERE R AR,
FONEZ RN, AT EAIRE R RS i H A B UE R, WE BRSO KR th 2O &
RS, RO AT HH AE L IR 5K

AP RAE N EHIRE T A BNLP)h — D SR, B2 HFE T, RETrilud, I
LI SCAR Sy R EAEAN R DU, SR AL K OJEAD. SRR, BAEEIASE, BIIREES S FRISOAR
R4 HE CNN B, RNN 254, BERT #E%. Attention HLHIMIHEA:, 7] LASE &7 1R Wl 5 (0 RFAE . B
T FE AN A 4R P RGN, R 73 SRR BEBOROB =, i TR 22 ST T iR D AR S WOCA > RAE S
HE TGS T AL ST, BOS ST SCAR N RN T k. 9 73S AT RS, SO )
AT %P R BAT = (K0 SRNGE [ IR SR 7 AR TR 10 4 BRI 1] 06 Z5036 A i S FEAR B BESR
T2 FARY AR 2R GE N MO P R B AT T AR AT RE R O HERA R, — Py Rt 7 AR R A IR 78
TR(KD)K 58 B KRB il 25, RNIRZR IR A% 0 Ay . I B BRI S BURE 7 (0 K R R L 2 >
R R S T AR RN EEAT 572 51 ARG R I SR BE IR BN TR S o ST AR R v, TR B S /N
TR P2 SRR A REIR AT UM R 2% (PP R A o

BRI — SRR A 2N BUM R R TR S22, BT 2 HUN AR 2 AR P B Has B4 #
i 93T 24 8 S KIACER[1] (2] [3], 0AESCAS 73 3807 T AT FU b, AR SO Hh 1 28 SURS ) 22 0T 7%
TR SCCA Gy AT, IF 7 IR AN SRR Y, 2 0B T A R A R AR BN . A SO B UL 5 531
NTNZEJE ) BERT BRI BERT-CNN B, 22RO TextCNN B SEIG S5 RERH], ASCHR 1Y)
T3k FT 2 [ R (Y0 22 HOM 28 PR 1K) 2 AR A R R BSOS AT, R LU T A5 1) 2 UM 78 18(CA-MKD) [4]5%
TP RACRE, LR RO R > T SR, B BAT IR I R A

2. X%

BEEIRE MR IE, 1EBRES MHEWNLP)F B T F 28, X NLP AR5 Ik 153 T 12
5o 40 BRAB TR 5 AR 28 I 26 (CNIN)FE IR B 27 2] FR — 2 FH SRR e vk SEMLA o AT B G AL 38 2 2Ry i, Tf
Yoon Kim £1%F CNN i 7 —26457, $Ei 7 — Mo s 8y, HY TextCNN #ER1[5], HA TextCNN 4
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BIH—ZERZ AR KIMAE . 7E TextCNN Z Jig X2 H T R AR RIS 5 0] @EAE PR #0220 45 (RNN) [6],
{HHT T RNN SR LERAE T BRI 25 55 H BIUH P52 904 K S P MR 0 ) 3L o T A K s 52 90 R R AR 0 1) Rt i
H 7K HCIZ M (LSTM) [7], LSTM EALZ/E RNN FSERE B3 7 I8, £ e Litm
BRI RE . 7E LSTM $2H )5, Devlin %5 NI #ES Transformers [R5 7342 H 7 BERT #4Y[8], 5l
N T 3T JIHLHI 9110 2 Skid: 2 1 (Multi-Headed Attention) L, [F]I =5 F& 7 24 6if 17 () AT 5 517 %) 24 B
TITIRANA, T BENE A R INAERA I SCARRAE,  MEMEE T SCAR oy FHERfy % . [, BT BERT BRGNS
HATHOALBESCAS, 3045 AR B8 s I 280 %

B4 NLP AT VR 2% 2] R R AP REFRAR U, (8 NLP AT P AL BON T RE . SR 1T &5 5 1
THE A, (ERRE RS B 4 ERRE R WAME . Sy 7 478 DAY SR AE T 5 AR ) R 2 [A) Y E
AT AF SR AR TR T 455 () 9 05 1256 B kL (Pruning) [10] [11] [12]+ E4k(Quantization) [13] [14] [15]. M E L=
(Weight Sharing) [16] /% %11 &1 (Knowledge Distillation) [17] [18] [19]. JTE R AR 2 IHVE, HAESD
FANFMAT 55 2B A 200 . Xinyin Ma 25 AN [20]182 T — R P CEE 7518 7715, F 12 )2 BERT
BEAMENZUTN 2 8 2 M1 4 |2 BERT HEBUE R 2L BT 22 55 A [21 138 i A6 st Bt 4645 31 1)K
BOAREHAE, K UMY (1 UIT RS 215 AR ) — P iR 28 TR R B 4 957725 Nityasya MUNLSE A [22]
F] BERT #i%Y sl # VR & BERT i 48 5 Bi-LSTM HEAUAT CNN B 7E R ARiCHE 4 - S256

AFTFCAETAE, ASCANZ HOR AR B AR 7R S, 320 T 56T 28 SURI 2 20 ik 2% 18
(I SCSCA S AR, I 53 BRIFI R A SRR PR 0, S AR H T AN TR A Z8 VR S, RIS T I R S
et R,

3. EatEiR
3.1. BIETAE

FEHATIE RN ZR A, UG 5 ZHE AR T A B R . 1 2 B AR R AT 70 #4285 BERT
AT TextCNN BT —ff { v, Ho eSO RS AT AT — AR5, WA Z 2B THER
SIBA, RJE UITZRGS 1 a] ) & P ARGE R 51 SR BUA P, e R T BN IR . 7 o KB
WRE T BR.

TextCNN F2w 5
[-0.0446,-0.0033,-0.0924, ...,-0.1498 -0.3649,-0.0271]

Bert 144
’THW'-}‘ [0.9111,0.0690,-0.9449, ..., 0.3315,-0.5914,-0.1190]

Figure 1. Partial word vector conversion of TextCNN and BERT
1. TextCNN #1 BERT #9EB5r 1R m) 25515

HAr TextCNN [ 1a] [a) & 45 4 300 4%, BERT A [ m4EE N 768 4. AR E XUAKE RN 32, X
TA) T EIE B KE RN S ENH S [PADFF 5 i A 1G A M FE K E . 4 BERT 4ubd i sh — MR
[CLS1#F 5, Ml 455 () BERT A3 i fft i AE Jl 1] 17 522, 117 TextCNN AR A S 3% 5% FH 48 0 7)1 i) 1) 22

3.2. HIMRE
POTEALE T R 2R F R AR R MR A, (] ORI — DN RTTER B oA B A, AR
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1 I 255 1Y BERT A2 A1 BERT-CNN HR 2 /R N #0msi Al

BERT #A! Z 4 £ A Transformer 2 M2 HE S Lok, DMEE G FIRHESEEL . — M BERT #i440F 12
JZ Transformer Zf%)Z, B 12 NH(block). £it BERT it 5 ol UAE AR, FERANSERZEMS
A%, w2 Eis X R

BERT 7E AR M A : BERT BAERE AT 24 A —/NMCLSIFF 5, HWE %A 5 X0 B 1 % H )
BEAF B SCRIE R, AT CRSE, W E 2 fos. W2 ul[CLSIRF 5 & fa vt S e T
AR AEE R, MR 2 KA 5
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Figure 2. Network architecture of BERT and BERT-CNN models
B 2. BERT #1 BERT-CNN R &I 4% 5244

TextCNN

Hh 44 X 59 BERT-CNN A%, B BERT /Ei#R A S5 TextCNN 158 fif 432K 28,
3.3. FAEER

HUNH A 0 (R, (BB — U LLBOR, EZRid e h & KRB AT S50, mt e
AL AT XU SN LA A AT BC B R B o S0 5 22— FR] S BR B ) 0 48 SR 2 BO A 1R

AL iEFE TextCNN A2 AR . TextCNN WA P2 2052 B ZE AR Z . AP &1, &
PR 24 AR B AT I 3N, T NLP ARG5S F N2 ERE ORI A) 7. 5 BB AEEEANE, SR 15
ANEEANR] [ 98 L —FF, RIRRJCGR UG — N4, W 3 Fos.

1] ) B
X1
X3 . . C2
X4 - 3
X5 C4
X6 EBREZEW RS C
—&)iE

Figure 3. Calculation process of convolution

B 3. SRR ELE
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it AR, Hrh @2 HATHHE, ORI RS L

X, =x®x,®®x, ey
f(W szh 1 +b) (2)
CZI:CI’CZ’”'ﬁcn—hH] (3)

Horp x AR SCF TR L TextCNN HOZAS o AR “ FERE” SR M A FE B 1 98 L (Rl [ B4R L), “ T
L7 ARe A, (H R R 2~5 R, REATEMTR. —BORUL, ERIIER PR 3 TiE S
B SARIZ S, FrOAASCHEIR 2, 3, 4 IXFERIUE.

4. ZHNHIRZE BRI A5 2
4.1. ZHIFZEEER

AN R BUT AR Z S5 R 7T LA R 2 SR e B A R R RS2 AR S i R b, T B 2 A
HO 4 24 B SRR M ] T AR . AT A HE S oh, BOUME A — N B B S KB R
BN A HOMAS LIRS FIR 5 ] 5 10 73 R (8 FH AT B0 -1 28 BB A 9 i 4% 5 (Hinton et al., 2015)
[17] EFFIT, ZHIMRRZE T DR A5 AR, FFRIEA FZUTRRKA T, €1 — A4 he
(ELE St

SR, QAT RO S 2 2 BTN R E B AR . fE H R oI R aniE: R AR AN Z MBI
ZEREAFN, MAERE - MREFOSE, TR KIEGNSEALL, RSO BT SR
TSR L% B RIBGE, AWM E AT

BTSN BT RIBUE,  BIREASZITX AR M8 /5, S S s D0 2 20Um e |
TRFPRAAMLT, ARSI PN AN SR RRAE (152 SRR IR W oA UMK 48 3 0B, 0 5 2 E R

)ﬂ \

R AR
TKD=—Zy1n( (1)) 4)
k
= 1= 2Pl ) 5)
K-1 zexp( TKD)
iz, S8 K ANHOTIMZ 0 Logits i, y RARE, & FoR k AMHOT, N FoR4s bR M4
o(z)= 22 (i) ©)

;exp(zj/t)

o133 wi, WU A SCERIBUE, W LUVE AR NS FUEABR L, BNBUT 3 S 70 wi, SR,
JRZBUMRIU L, VIITRRZE TR 5 77 FE (wig, B/, IS ) 2 B0 K 52 SR -

- S 3, m(o () o

k=1

Horb 2 REAEMIZE ) Logits fvth, AR 17 (19 22 2007 BUR H EUMRBLU A, HCATTH AR stk &
ZALEFBAR . AR PP IREEOM AR, TR AR I 22 Al T LU G B e A RO A 1R
FUM B RTRIEARAT 2 H T LUORAR 224200, o B AR A ] R R AR AR A iR JE bR 2%
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FARALIE, TR A X 28 ASRHBLIN A SCIA D m 8] J2 R R 3R B A in i i S A B8 R iR A G 7 (. B
PAARSCEE B8 1 PRI DL T 1) 22 BOMZE T 70 A [RIHE) 22 M 2K TR AT AL 22 M 2818

For R Z8 PR 4 M AN 22 4 A R SR M A (A B 1 R — R B S M) 28 T A2 4 U AN 22 A AR KA
KA A SE M HECLSEIUR [ARHIE B UL EC RIS Bl X5 T F BERT IR EERAL 45 3 TextCNN fa] SR
MIA SN i 2 FOMZENE, RIS IR 3% o 18] 2 R AR IR AR 3, SR B o 5 Jm AR B R IR A8 s 1T X
T H BERT-CNN R 45T TextCNN i SR 1 ASCIA g HY [FI R 2 BOMZ8 8, B¢ ) o )R 4
AL R J bR A8 SRR R R A 3

4.1.1. FHZHITZEE
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Figure 4. Isomorphic distillation network architecture

E 4. EIHZRIBMLEIEH

an 15 4 B AR (R 22 UM ZR TR K I 48 M s AERRE T ZE 2RI R L, M E80K Ly, AN
R (AR AE R A 1R 3 U, B8 F TextCNN B (R fa 84k, A SCR 0 AN 22 AR R 220 ARt
A i ) BRFAEAE O B R ARFAE . AESRAS RN BOMBIA L 2 )5, SEHANA RIS 222 ) SR 72 rh AT
I ERFIESR T, ASCE DL L1 VEHOR 28I 22 -

iwkz)(frk _fs)2 ka—fS‘<l

pe ®)
Z”Gm(ffk —fs|—0.5) otherwise
k=1

Horr fr, fs SRR k ANBOTAZE A B RIRFAE . J6HE L1 4RRALE L1 SR ot 1 % sl AT R
LT L2 1%, 18 x BORHIRHEAE L2 X W BUR, 2 MEREBAKHIL . &)a AR R
HoN:

‘hint

L= _ﬁ yin(o(z) ©)
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Ly =Ls+aLly, + BLyy, (10)
Horp Ly 2RISR Hd o, B2 SE, 0T DL 28 TR0 SR b (R RRAE 401 2% DA 7S AL A 1 4 1)

eS8
4.1.2. RHZHITZEE

vk || BERT

> TextCNN

Logits @

Figure 5. Heterogeneous distillation network architecture

B 5. FHzRIBmELREs

B 5 Fos AR A A 22 UM AR IR A R0, RSO R R S ) 22 M Z8 AR, v TR R AR AR
i U AN N 56 B Je A R AR AR 7 8, it AAS SO RN 98 e Jm B RS R 9 3 3 IX LI R
L2 455Kk AR BT A AE A UMK Logits fntt, FIFE 2 AT/ AR, &[T AR

2

K N
Ly =ZW§D erk —Zg (11)
k=1 i=1 2
oz, A0z RS k AN HOMI A A2 26 1) Logits fivth . fefs 5 B 12K B 50 -
N
Ly=-Y yIn(o(z)) (12)
Ly, =Ls+aLly, +BL,, (13)

Hf o, pREESEL, W LTI TR AR 22 KR DU AT B 4 (1R B
4.2. KW SERIH

4.2.1. SLISHIE
TEAFTH, Xt THUCNews 3R AT SLG, WEA SCHEH I 2 BOM AR ZR A 2ok . T RAT I
PR 28 50K, ASCR AT 455 B9 BERT #2%. BERT-CNN FE T TextCNN B8 ifi A= 41 4
THUCNews £ £E7E 14 A0 Hli 10 2851, A8 HHX 10,000 258t E bR, 3£ 100,000 2%,
SAKFELE 20 B 30 Z0Al. FKal: W&, e BEE. BE. B e BEL BE k. Bk
G3E R0 B 9. BERERIWT X 1 iR,
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Table 1. Data set partitioning

%= 1. BUREXS
Yt 90,000
T 4E 10,000

4.2.2. WME5E
PRAL VR I S A o) 2 H FI AR b TERIR (Ace) Ml F1 B0 1E AR R R &, AN

1 o
Acc=— =7 14
cc an:I:H(y z) (14)
F1:2><P><R (15)
P+R

MR 2 3 B LA B R AR B S RE AR S B LR, JEeh n 9P PSR BT O RE A B G T () o
ANRREG AN SO SR S T 45 R B0, RR B E RO 1, BRI 05 PONEHER, RN
AR, N T A AU R R A6 (AT 2k AR SR AT PP 4 2R _E SN AL IR AR R BT 5 2 AR I (5) A
LSRRV 4L
4.2.3. SLIGYATS

ARSI SRS T Z R 2 IIBCE .

Table 2. Experimental configuration

F=2. LWERE

SFEGFREE ST E
Python 3.8
PyTorch 1.10.2
CUDA 11.3+
GPU Tesla P100

%+ BERT Al BERT-CNN ##4% Ff BERTAdam AL 8%, 221 F ¥ E N 0.00005, Warmup ¥ E N
0.05, T[al&iE = $ 08 768, dropout 24 0.1, epoch W E A 3; 7E TextCNN 7 F B LA 1 T 43,
FEWEN 0.9, BUEEREN 0.0001, >R EN 0.001, SRESHH 2, 3, 4, BRZEEN 256,
dropout 29 0.5. L K/NE N 128. AT AFEN, EAENEY, WETRENS, i a ®EH 3,
epoch WE A 5. EBEANSLIGERE T, [FRIFI A 23 5000 g B8 10 F 1, BENLERR 4 12.

4.2.4. SLIGLER

B £ THUCNews ##54E ESehe, ALt 17— DRI BT — AR Z R BUM, DUAILEET
A8 U ) 22 UM Z8 V8t LU TP I8 2 A BOM R AR I AF A, AR SC o3 i 78 [R) R A0 S A4 28 TR A I O T A s
5, 93T 3 MK 4 K4

Table 3. Experimental results of isomorphic distillation
3. FIMRIBILEER

i Acc F1 score
BERT-CNN
T 94.07% 0.9123
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Continued
B?g}ﬂg\gN 88.45% 0.8601
TextCNN 87.26% 0.8149
KD1 [17] 89.55% 0.8955
KD2 [17] 88.59% 0.8863
Avg Weight [1] 89.77% 0.8977
CA-MKD [4] 89.21% 0.8921
AEKD [23] 90.34% 0.9034
EBKD [24] 89.83% 0.8983
Our 90.52% 0.9051

Horp Avg Weight 2 REFIRENEIN4E S )15, CA-MKD 2T EEMZFUNZEM, KDl £oR
FUM— AT B BOMZENE, KD2 RN AT UM AT, AEKD o4 T8 B 2 (A1) & . 2 20m 28
T, EBKD FR/n: T 2 BOMZE . 8t 3 MsRie st R LUE S|, X TR 2 BUMZE1E, Avg Weight
bt 224 F A TextCNN (G EEHRTE T 2.51%: 1) CA-MKD. AEKD 1 EBKD #4573 B4 T+ T 1.95%- 3.08%
1 2.57%; ABASCHITER S 2 A B8 TextCNN K5 BESEF T 3.26%, X LtT- AEKD Al CA-MKD 437l
T T 0.18%M1 1.31%, 15t BHA SR A X4 A A AN UM I 4 -5 7 FERTR AR L1 e ek ab 3
()2 SR AR 0 P VR TR s 9 LT U B0 H AR SO ¥ 2808 i A L R A P 2800 £ 1 B33 R (U Y - 7%
TR AL ) UM RN 0.79%; i 5 B UM Z20RS AR ST 77 VAR A B AN Be 5 7 Tt A i v

Table 4. Experimental results of isomerization distillation
4. RAFKIBILGER

Y Acc F1 score
BERT

0,
(FHfi—) 94.09% 0.9128

BERT ,
(i) 87.62% 0.8447
TextCNN 87.26% 0.8149
KDI1 [17] 89.68% 0.8969
KD2 [17] 88.48% 0.8849
Avg Weight [1] 89.56% 0.8955
CA-MKD [4] 89.26% 0.8928
AEKD [23] 89.30% 0.8930
EBKD [24] 89.72% 0.8975
Our 90.56% 0.9057

XTSRRI 2 BRI, W& 4 (R LE T, Avg Weight EL2EAE R TextCNN RS IR T T
2.30%; [FB} CA-MKD. AEKD 1 EBKD {45 £ 73 42 TH 1 2.00%. 2.04%1 2.46%; {HA SR 72505 b
E2E R R TextCNN FS 2T T 3.30%, H EBKD A1 CA-MKD 43 5#2F+ 1 0.84%F1 1.30%, A4
X T SR A X 28 1 2808 7715, RISAK Logits it A5CRTIRFE S RIS R (B RFAE SO U SRR BB 4T,
TR 38 A 7 A X 4% 22 ) RN R 8] 2 R G 48 . [RDRE AR T 1 B30 SR R B AR S 7 2 20 S A L T 3R B
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If (M FIPERESR RN 0.78%, AN T FL UM AR A SCAE RS BEMME RE B 2R U7 T B A T o
AR ) S B E A 255 ORAF O NEEAT 1 4eit, SRR e 5 4528,

Table 5. Comparison of the number of model parameters and the size of the training saved mode

5. BESHEMIGREREMK/NELR

Lt BBHEE ) DRAT AR
BERT-CNN 104.04 1.15G
BERT 102.27 1.14G
TextCNN 2.13 17.03M
Our 2.13 8.52M

M EZE 5 AT LA HAH BT UM M 45 1 BERT-CNN A28 F1 BERT #E8, 224E TextCNN FEAY 1) 8 544
B AMRAFASTY i /N o ST 0 S50 22 AR ) 48.85 1 48.01 1%, A2 ISR H KRB 69.15 1 68.55
o WA SCHIBLELE S S BRI AR —RE, [RRE R BUM B 2.05%F1 2.08%, {HIIZRH 145
RUAD R BOMRE Y () 0.72%H01 0.73%, BN4E/N T 138.22 A1 137.01 4%, 1M ELAF Eb 224 TextCNN #ERY K45 1
2%, YRS B 2 T 1R 4T AR B e 48 R

[FIREA ST A% TR — YK epoch INF [, BEIH0 % 6 Fiam, Al WAL R T 5k 21.05%
(RS IE], [T AR S vt s R

Table 6. Comparison of model training once epoch time

= 6. RBIZ—IR epoch BHEIAYELEL

A —X epoch
BERT-CNN 1 h 35 min
AEKD [23] 50 min
EBKD [24] 21 min
Our 20 min
4.2.5. jHEhSEH
Table 7. Ablation experiments
7. HRLSLIG
EEANEEIES SR RS
it Acc Acc F1 score
Our o o
(W0 Lys) 89.51% 89.37% 0.8939
Our 90.52% 90.56% 0.9057

Hrf wio o o M B 7 SER AR AT RAEIT AL RIS s wWio Ly FEBCH SEHCF 8] JZHFAERS , K2
M F1 50 PR, Wl ZE a8 TAMKAIER . EIMAERME, wo Lo, A IS Logits it
FAERIE LN, FEEAM F1 A3 MK T, B Logits fy i A HAx —Fe & 1 Z8MKA HEE .

5. &ig

BT ORIV R, AR T 28N - AR FIR AR, SR T BIZR)E ) BERT AL
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BERT-CNN AR HOMRRL, 28 iR TextCNN 1E 22 E IR, F A2 UM 2848 . A SCE AN 20
JTRI4E 5 0 R 1 28 SR 77 A S B EAE vt 5 0, RS 4y b [ A4 R S5 ) 7 A 15 O
Sy AIERE T RGN L1 u ok S AR b R JZRRE A BE BRI GE Logits i Hi B ANIRTE S ZEIA SRS . 1E
THUCNews ¥ 52 FabATs050, 45K, ASCLE R AL A 5 B0 T RIS UM R I, i fdife
AR Gy SRR A BIFETE 3.26% A1 3.30%, FLAH LL T R BLUT (K 2804 e R 2 51°A 0.79%F1 0.78%, 1t
B2 UM 40 25 L, (RIS S 85k R MR L 1) 2.05%1 2.08%; )1 24 H AR 8L A2 O R 7R 1) 0.72%
H10.73%, 11 H X EE 5 A2 TextCNN BRI B45 /N 7 2 1%, ONIE R TR GF (AL & 45 2R X T THUCNews
BB A SCR R AR T ] ) A A, X AR TR, R — At 7 mT DU B G ) 7 v AR U
A REIEAE RO, DA TR RS 5 P15 B9 &

E&WE

B X B AR 4:(11961039).

SE

[11 You, S., Xu, C., Xu, C. and Tao, D.C. (2017) Learning from Multiple Teacher Networks. Proceedings of the 23rd
ACM SIGKDD International Conference on Knowledge Discovery and Data Mining, Halifax, 13-17 August 2017,
1285-1294. https://doi.org/10.1145/3097983.3098135

[2] Fukuda, T., Suzuki, M., Kurata, G., Thomas, S., Cui, J. and Ramabhadran, B. (2017) Efficient Knowledge Distillation
from an Ensemble of Teachers. Interspeech 2017, 18th Annual Conference of the International Speech Communication
Association, Stockholm, 20-24 August 2017, 3697-3701. https://doi.org/10.21437/Interspeech.2017-614

[31 Wu, M.-C., Chiu, C.-T. and Wu, K.-H. (2019) Multi-Teacher Knowledge Distillation for Compressed Video Action
Recognition on Deep Neural Networks. ICASSP 2019-2019 IEEE International Conference on Acoustics, Speech and
Signal Processing (ICASSP), Brighton, 12-17 May 2019, 2202-2206.

[4] Zhang, H., Chen, D. and Wang, C. (2022) Confidence-Aware Multi-Teacher Knowledge Distillation. [CASSP 2022-2022
IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP), Singapore, 22-27 May 2022,
4498-4502. https://doi.org/10.1109/ICASSP43922.2022.9747534

[5] Kim, Y. (2014) Convolutional Neural Networks for Sentence Classification. Proceedings of the 2014 Conference on
Empirical Methods in Natural Language Processing (EMNLP), Doha, 25-29 October 2014, 1746-1751.
https://doi.org/10.3115/v1/D14-1181

[6] MEN, RWHE, FERW, X, FERMEMNET LR [I]. tHEVLNH, 2018, 38(S2): 1-6+26.
[7]1 Hochreiter, S. and Schmidhuber, J. (1997) Long Short-Term Memory. Neural Computation, 9, 1735-1780.
https://doi.org/10.1162/nec0.1997.9.8.1735

[8] Kenton, J. and Toutanova, L.K. (2019) BERT: Pre-Training of Deep Bidirectional Transformers for Language Under-
standing. Proceedings of NAACL-HLT, Minneapolis, 2-7 June 2019, 4171-4186.

[91 Bahdanau, D., Cho, K. and Bengio, Y. (2015) Neural Machine Translation by Jointly Learning to Align and Translate.
The 3rd International Conference on Learning Representations, San Diego, 7-9 May 2015, 1-15.

[10] Chin, T.-W., Ding, R.Z., Zhang, C. and Marculescu, D. (2020) Towards Efficient Model Compression via Learned
Global Ranking. Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition, Seattle, 13-19 June
2020, 1518-1528. https://doi.org/10.1109/CVPR42600.2020.00159

[11] He, Y.H., Zhang, X.Y. and Sun, J. (2017) Channel Pruning for Accelerating Very Deep Neural Networks. 2017 /IEEE
International Conference on Computer Vision (ICCV), Venice, 22-29 October 2017, 1389-1397.

[12] Zhuang, Z.W., Tan, M.K., Zhuang, B.H., Liu, J., Guo, Y., Wu, Q.Y., Huang, J.Z. and Zhu, J.H. (2018) Discrimina-
tion-Aware Channel Pruning for Deep Neural Networks. Annual Conference on Neural Information Processing Sys-
tems 2018, NeurIPS 2018, Montréal, 3-8 December 2018, 875-886.

[13] Wang, K., Liu, Z.J., Lin, Y.J., Lin, J. and Han, S. (2019) Haq: Hardware-Aware Automated Quantization with Mixed
Precision. 2020 /[EEE/CVF Conference on Computer Vision and Pattern Recognition, CVPR Workshops 2020, Seattle,
14-19 June 2020, 8612-8620. https://doi.org/10.1109/CVPR.2019.00881

[14] Wu, J.X., Leng, C., Wang, Y.H., Hu, Q.H. and Cheng, J. (2016) Quantized Convolutional Neural Networks for Mobile
Devices. 2016 IEEE Conference on Computer Vision and Pattern Recognition (CVPR), Las Vegas, 27-30 June 2016,

DOI: 10.12677/csa.2023.138150 1525 HENLIRE 55


https://doi.org/10.12677/csa.2023.138150
https://doi.org/10.1145/3097983.3098135
https://doi.org/10.21437/Interspeech.2017-614
https://doi.org/10.1109/ICASSP43922.2022.9747534
https://doi.org/10.3115/v1/D14-1181
https://doi.org/10.1162/neco.1997.9.8.1735
https://doi.org/10.1109/CVPR42600.2020.00159
https://doi.org/10.1109/CVPR.2019.00881

R

[15]

[16]

[17]
(18]
[19]

[20]
(21]
[22]

4820-4828.

Xie, Z., Wen, Z.Q., Liu, J., Liu, Z.Q., Wu, X.X. and Tan, M.K. (2020) Deep Transferring Quantization. 16th European
Conference on Computer Vision, Glasgow, 23-28 August 2020, 625-642.
https://doi.org/10.1007/978-3-030-58598-3 37

Pham, H., Guan, M.Y., Zoph, B., Le, Q.V. and Dean, J. (2018) Efficient Neural Architecture Search via Parameter
Sharing. Proceedings International Conference on Machine Learning, Vol. 2, 4092-4101.

Hinton, G., Vinyals, O. and Dean, J. (2015) Distilling the Knowledge in a Neural Network. Computerence, 14, 38-39.
Romero, A., Ballas, N., et al. (2015) Fitnets: Hints for Thin Deep Nets.

Yuan, L., Tay, F.E.H., Li, G.L., Wang, T. and Feng, J.S. (2020) Revisiting Knowledge Distillation via Label Smooth-
ing Regularization. Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition, Seattle, 14-19
June 2020, 3903-3911. https://doi.org/10.1109/CVPR42600.2020.00396

Ma, X.Y., Shen, Y.L., et al. (2020) Adversarial Self-Supervised Data-Free Distillation for Text Classification.
B, HER, s, BRNE. 5T BERT A SRR 2B E B4 K7 5D tHENLLFE, 2021, 47(5): 73-79.

Nityasya, M.N., Wibowo, H.A., Chevi, R., Prasojo, R.E. and Aji, A.F. (2022) Which Student Is Best? A Comprehen-
sive Knowledge Distillation Exam for Task-Specific BERT Models.

Du, S.C., You, S., Li, X.J., et al. (2020) Agree to Disagree: Adaptive Ensemble Knowledge Distillation in Gradient
Space. 34th Conference on Neural Information Processing Systems (NeurIPS 2020), Vancouver, 6-12 December 2020,
12345-12355.

Kwon, K., Na, H., Lee, H., ef al. (2020) Adaptive Knowledge Distillation based on Entropy. /CASSP 2020-2020 /[EEE
International Conference on Acoustics, Speech and Signal Processing (ICASSP), Barcelona, 4-8 May 2020, 7409-7413.
https://doi.org/10.1109/ICASSP40776.2020.9054698

DOI: 10.12677/csa.2023.138150 1526 MR 5 R


https://doi.org/10.12677/csa.2023.138150
https://doi.org/10.1007/978-3-030-58598-3_37
https://doi.org/10.1109/CVPR42600.2020.00396
https://doi.org/10.1109/ICASSP40776.2020.9054698

	基于多教师知识蒸馏的新闻文本分类方法
	摘  要
	关键词
	News Text Classification Method Based on Multi-Teacher Knowledge Distillation
	Abstract
	Keywords
	1. 引言
	2. 相关研究
	3. 基础知识
	3.1. 数据预处理
	3.2. 教师模型
	3.3. 学生模型

	4. 多教师知识蒸馏的文本分类
	4.1. 多教师蒸馏模型
	4.1.1. 同构多教师蒸馏
	4.1.2. 异构多教师蒸馏

	4.2. 实验与结果分析
	4.2.1. 实验数据
	4.2.2. 评估方法
	4.2.3. 实验细节
	4.2.4. 实验结果
	4.2.5. 消融实验


	5. 结论
	基金项目
	参考文献

